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1.1  Executive Summary
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Cost-optimized virtualization with enterprise storage features
This guide shows how to build a highly available Proxmox VE virtualization platform on just two high-end servers, with Open-E JovianDSS 
running as virtual machines on the same hardware (hyperconverged). A third, low-cost node provides cluster quorum and hosts Proxmox 
Backup Server for backup and disaster recovery.
Block storage with full Proxmox integration
The Open-E JovianDSS iSCSI plugin exposes ZFS-backed block volumes to Proxmox VE. Every VM disk is a thin-provisioned zvol exported over 
iSCSI with multipath, giving Proxmox native-feeling shared storage: live migration, HA failover, snapshots with rollback, clones - all backed by 
Open-E JovianDSS data integrity.
Redundant data paths
The reference topology protects the paths your VMs depend on: dual iSCSI data paths on two switches joined by multipath, dual corosync 
rings, a bonded Open-E JovianDSS management network and a dedicated point-to-point mirror link. For simplicity, switch-level redundancy 
covers the data paths - access services (Proxmox web GUI, REST API control, migration) each use a single switch; extend the topology if they 
also require it (chapter 3).
Backup and disaster recovery
Proxmox Backup Server provides scheduled, deduplicated backups of all VMs and containers with straightforward single-VM restore.
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Audience
Administrators deploying Open-E JovianDSS as shared storage for Proxmox VE. Working knowledge of Open-E JovianDSS (pools, HA 
clustering) and basic Proxmox VE and networking experience is expected - Open-E JovianDSS fundamentals are covered by the official 
Open-E documentation and training materials.
What you will build
A 3-node Proxmox VE cluster (two HA production nodes + quorum/backup node), a 2-node Open-E JovianDSS HA storage cluster running as 
VMs on the production nodes, iSCSI shared storage with multipath managed by the Open-E JovianDSS Proxmox plugin, and scheduled 
backups to Proxmox Backup Server.
Requirements
• Three x86 servers (two with an NVMe / HBA storage controller for Open-E JovianDSS passthrough, one low-cost node)
• Two network switches (10 GbE or faster recommended for the iSCSI data paths) and a direct point-to-point link between the storage 

nodes for the mirror path
• Installation media: Proxmox VE (version 9 or newer - required for HA rules), Open-E JovianDSS, Proxmox Backup Server
• Open-E JovianDSS licenses with the High Availability feature
How to use this guide
Chapters follow the deployment order. Each chapter ends with a short verification step - do not continue until the verification passes. Chapter 
11 is a pre-production validation run; the final chapter contains a complete checklist and known issues. All example addresses, names and 
screenshots come from one real reference cluster, so every value you see is consistent across the whole guide.



2.1  Questions and Answers – Data Storage Architecture
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Why iSCSI block storage for Proxmox VE?
The iSCSI plugin provides block-level volumes (zvols): every VM disk is an individual ZFS volume with its own snapshots, exported as a LUN of a 
dedicated per-VM iSCSI target. This enables per-VM snapshot rollback, thin provisioning and clone operations, and integrates with Proxmox live 
migration and HA. Multipath I/O provides both path redundancy and load distribution across two data networks.
How does the plugin communicate with JovianDSS?
Over two independent channels. The control path is the JovianDSS REST API - the plugin uses it to provision volumes, iSCSI targets and 
snapshots. The data path is iSCSI - the VMs read and write their disks over it. Both channels run over Virtual IP addresses (VIPs) bound to the 
storage pool, so they migrate with the pool during a storage failover and the Proxmox side needs no reconfiguration. Each pool is reached 
through one control VIP (rest1 / rest2) and two data VIPs placed on two separate physical networks, one per switch. For every VM disk, each 
Proxmox node opens one iSCSI session over each data VIP, and device-mapper multipath combines the two sessions into a single block device - 
providing both path redundancy (I/O continues if one path or switch fails) and load distribution across the two networks.
Why one iSCSI target per VM?
The plugin creates a separate iSCSI target for every VM (all its disks become LUNs of that target, up to luns_per_target). This isolates VMs from 
each other, keeps sessions per VM, and makes cleanup after VM deletion straightforward.
Why two storage pools?
Active-active load balance: in normal operation Pool-0 is served by node-a and Pool-1 by node-b, so both Open-E JovianDSS VMs carry 
production traffic. After a storage node failure the surviving node serves both pools.
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How are disks and controllers presented to the Open-E JovianDSS VMs?
By PCI passthrough. The entire NVMe, HBA or RAID controller is passed through to the Open-E JovianDSS VM (Hardware → Add → PCI Device), so 
Open-E JovianDSS manages the physical disks directly, with full SMART access and native performance. For NVMe disks connected to 
motherboard slots, pass each NVMe device through individually - this is the layout used by the reference cluster.
Important: the Proxmox system disk must be connected to a different storage controller than the controllers passed through to the 
Open-E JovianDSS VM.
How are ping nodes configured in the Open-E JovianDSS HA cluster?
Ping nodes detect network availability of the storage nodes. In a hyperconverged setup the Open-E JovianDSS VM must never ping the 
Proxmox host that runs it (the virtual switch connection always succeeds, hiding real network failures). Use pve3 and an external device (network 
gateway or switch management IP) as ping nodes. Details in chapter 6.
What about the storage mirror path?
Data written to the active pool is mirrored synchronously to the partner node over a dedicated direct point-to-point cable between the 
passthrough NICs - no switch in the path; use 10 GbE or faster.
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How is VM high availability configured in Proxmox VE?
Proxmox VE uses HA rules (Datacenter → HA → Affinity Rules). Create a node-affinity rule that pins production VMs to the two HA nodes (pve1, 
pve2), then add each VM under Datacenter → HA → Resources and attach it to the rule. The Open-E JovianDSS VMs (node-a, node-b) and the PBS 
VM are NOT added to HA - they are bound to their hardware by PCI passthrough.
How is fencing configured?
Fencing ensures a failed node is truly stopped before its VMs are restarted elsewhere. A hardware watchdog (IPMI) is preferred; the kernel 
softdog is the fallback. Configuration in chapter 4.
What should the HA shutdown policy be?
Set Datacenter → Options → HA Settings → Shutdown Policy to "Migrate", so a clean node shutdown live-migrates its VMs instead of stopping 
them.
What happens when a whole node fails?
Proxmox HA restarts the production VMs on the surviving node. The Open-E JovianDSS pool that was active on the failed node fails over to the 
surviving Open-E JovianDSS VM together with its VIPs. Both mechanisms are independent and complete within minutes.
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How do VM snapshots work with this plugin?
The Proxmox "Take Snapshot" function creates a ZFS snapshot of every VM disk on Open-E JovianDSS - instant and space-efficient. Snapshots 
can include RAM state. Rollback restores the VM to the snapshot state; note that a ZFS rollback removes snapshots newer than the rollback 
point. Clones (new VMs created from a snapshot) are supported as well.
Can I restore a single file?
Yes - clone the VM from a snapshot, start the clone (with its network disconnected), and copy the files you need; or use the PBS file-restore 
feature. See chapter 10.
How are VM configuration files protected?
Proxmox VE stores VM/CT configuration in the cluster-wide filesystem (/etc/pve), replicated to all three nodes. Proxmox Backup Server archives 
the configuration together with disk data on every backup, so a restored VM comes back complete.
Why Proxmox Backup Server rather than only storage snapshots?
Snapshots share disks with production data and disappear with the pool. PBS keeps deduplicated, verified backup copies on separate hardware 
(pve3), providing true disaster recovery: any VM can be restored even after both storage nodes are lost.
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Chapter 3

Solution Architecture and Network 
Topology

Concept diagram  ·  reference network topology  ·  IP addressing plan  ·  redundancy scope



3.1  Solution Architecture - Concept
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Data flow of the Open-E JovianDSS Proxmox iSCSI plugin
• Control path - REST API: the plugin creates zvols, iSCSI targets and 

snapshots through the Open-E JovianDSS REST API, always via the pool 
control VIP (rest1 / rest2), which follows pool failover.

• Storage HA: pools fail over between node-a and node-b together with 
their VIPs - the Proxmox side needs no reconfiguration.

• Data path - iSCSI: every VM disk is a LUN of a per-VM iSCSI target; 
each node connects over two data VIPs = two sessions, joined by 
multipath.

• VM HA: Proxmox HA restarts production VMs on the surviving node; 
pve3 keeps the corosync quorum and hosts the backups.
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Illustrative reference topology, validated as deployed. Not all services are switch-redundant in this layout; where full redundancy is required, additional 
interfaces and links should be provided and validated for the target environment.
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Network / purpose Bridge / iface PROXMOX
pve1 / pve2 / pve3

Open-E JovianDSS
node-a / node-b

Pool VIPs (rest / data)

10.15.0.0/24  mgmt + corosync Link0 vmbr0 (nic0) pve1: 10.15.0.141/24
pve2: 10.15.0.151/24
pve3: 10.15.0.161/24

node-a:
eth0 / eth1 (bond0) 10.15.0.142
node-b:
eth0 / eth1 (bond0) 10.15.0.152

PBS VM: 10.15.0.162

10.15.1.0/24  corosync Link1 + REST base vmbr2 (nic2) pve1: 10.15.1.141/24
pve2: 10.15.1.151/24
pve3: 10.15.1.161/24

node-a: eth2 10.15.1.142
node-b: eth2 10.15.1.152

rest1: 10.15.20.142 (Pool-0)
rest2: 10.15.30.152 (Pool-1)

10.15.2.0/24  iSCSI path A vmbr3 (nic7) pve1: 10.15.2.141/24
pve2: 10.15.2.151/24
pve3: 10.15.2.161/24

node-a: eth3 10.15.2.142
node-b: eth3 10.15.2.152

data1: 10.15.21.142 (Pool-0)
data3: 10.15.31.152 (Pool-1)

10.15.3.0/24  iSCSI path B vmbr4 (nic8) pve1: 10.15.3.141/24
pve2: 10.15.3.151/24
pve3: 10.15.3.161/24

node-a: eth4 10.15.3.142
node-b: eth4 10.15.3.152

data2: 10.15.22.142 (Pool-0)
data4: 10.15.32.152 (Pool-1)

10.15.4.0/24  storage mirror (p2p) passthrough NIC — node-a: eth5 10.15.4.142
node-b: eth5 10.15.4.152

—

10.15.50.0/24  migration network nic11 (no bridge) pve1: 10.15.50.141/24
pve2: 10.15.50.151/24
pve3: —

— —

VIP subnets (10.15.20/21/22.0/24 for Pool-0, 10.15.30/31/32.0/24 for Pool-1) are configured as interface aliases: on Proxmox bridges vmbr2:20/:30, 
vmbr3:21/:31, vmbr4:22/:32 (chapter 4.3), and as pool Virtual IPs on the JovianDSS side (chapter 6.4/6.5). Adapt the addressing to your 
environment — keep the structure: one subnet per physical path; VIPs travel with pools.
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Chapter 4

Proxmox VE Cluster Setup

Installation and cluster creation  ·  network bridges and aliases  ·  migration network

HA rules and resources  ·  fencing and shutdown policy



4.1  Proxmox VE: Install And Create The Cluster
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Install Proxmox VE on all three nodes
Follow the official Proxmox installation guide: 
https://proxmox.com/en/products/proxmox-virtual-environment/get-started. Install the system disk on a controller that 
will NOT be passed through to the Open-E JovianDSS VMs.
Create the cluster
Form the cluster on the first node, then join the other two:
1. On pve1: Datacenter → Cluster → Create Cluster. Name it, set Link 0 to the management network (vmbr0, 10.15.0.0/24) 
and add Link 1 on the vmbr2 network (10.15.1.0/24) — two independent corosync rings on two switches. Click Create.
2. On pve1: Datacenter → Cluster → Join Information → Copy the join token.
3. On pve2, then pve3: Datacenter → Cluster → Join Cluster — paste the token, enter pve1's root password, confirm each 
node's Link 0 / Link 1 addresses, and join.
Verification - expected result on any node: root@pve1:~# pvecm status

Cluster information
-------------------
Name:             Proxmox-HCI
Transport:        knet
Quorum provider:  corosync_votequorum
Nodes:            3
Membership information
----------------------
    Nodeid      Votes Name
0x00000001          1 10.15.0.141 (local)
0x00000002          1 10.15.0.151
0x00000003          1 10.15.0.161



4.2  Proxmox VE: Network Bridges And Interface Roles
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Create the Linux bridges on every node (System → Network), one physical NIC per bridge:
• vmbr0 (nic0) - management, corosync Link0, gateway; also net0 of the Open-E JovianDSS VM (bond leg 1)
• vmbr1 (nic1) - no host IP; carries net1 of the Open-E JovianDSS VM (bond leg 2)
• vmbr2 (nic2) - corosync Link1 + REST API control subnets (aliases :20, :30)
• vmbr3 (nic7) - iSCSI data path A (aliases :21, :31)
• vmbr4 (nic8) - iSCSI data path B (aliases :22, :32)
• nic11 - dedicated migration network (plain interface with an IP, no bridge required)

Uplink rule (reference layout)
Split the redundant pairs across the two switches: vmbr0, vmbr3, migration → Switch 1;  vmbr1, vmbr2, vmbr4 → Switch 
2. A switch failure then leaves the redundant paths alive: iSCSI keeps the partner data path, corosync keeps one ring, 
and the Open-E JovianDSS management bond keeps one leg. Single-uplink services (Proxmox web GUI on vmbr0, 
REST API control on vmbr2, migration) are not switch-redundant in this layout — see the topology note (3.2).
pve3 uses the same layout with its own NIC numbering (nic0–nic4 → vmbr0–vmbr4) and needs no migration interface. 
No Open-E JovianDSS VM runs on pve3 - the Open-E JovianDSS VMs own their NVMe data disks through PCI 
passthrough and are therefore pinned to pve1 / pve2 - so vmbr1 stays a spare bridge there.



4.3 Proxmox VE: VIP subnet aliases in /etc/network/interfaces (pve1)
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auto nic11
iface nic11 inet static
    address 10.15.50.141/24    # migration
 
auto vmbr0
iface vmbr0 inet static
    address 10.15.0.141/24
    gateway 10.15.0.1
    bridge-ports nic0
    bridge-stp off
    bridge-fd 0
 
auto vmbr1
iface vmbr1 inet manual
    bridge-ports nic1
    bridge-stp off
    bridge-fd 0
 
auto vmbr2
iface vmbr2 inet static
    address 10.15.1.141/24
    bridge-ports nic2
    bridge-stp off
    bridge-fd 0
iface vmbr2:20 inet static
    address 10.15.20.141/24
iface vmbr2:30 inet static
    address 10.15.30.141/24

auto vmbr3
iface vmbr3 inet static
    address 10.15.2.141/24
    bridge-ports nic7
    bridge-stp off
    bridge-fd 0
iface vmbr3:21 inet static
    address 10.15.21.141/24
iface vmbr3:31 inet static
    address 10.15.31.141/24
 
auto vmbr4
iface vmbr4 inet static
    address 10.15.3.141/24
    bridge-ports nic8
    bridge-stp off
    bridge-fd 0
iface vmbr4:22 inet static
    address 10.15.22.141/24
iface vmbr4:32 inet static
    address 10.15.32.141/24

Each :NN alias gives the node an IP in one VIP subnet, so it can reach 
the matching pool VIP — e.g. vmbr2:20 (10.15.20.141) reaches rest1 
(10.15.20.142). Without an address in that subnet the node has no 
route to the VIP, so every node needs the full set of aliases.
Aliases cannot be added in the Proxmox GUI: edit 
/etc/network/interfaces and apply with ifreload -a. Use the same 
layout on every node, changing only the last octet: .141 on pve1, .151 on 
pve2, .161 on pve3.



4.4  Proxmox VE: Dedicated Migration Network
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Live migration copies VM RAM between nodes - put it on a dedicated interface so it never competes with storage or 
cluster traffic.
Configuration
Assign 10.15.50.141/24 (pve1) and 10.15.50.151/24 (pve2) to the dedicated interface (nic11, see 4.3). Then set Datacenter → 
Options → Migration Settings → Network to 10.15.50.0/24.
Verification

qm migrate <vmid> pve2 --online
# task log must show the dedicated network being used for migration

If the migration interface fails, migrations stop working until the interface recovers - VM operation and HA are not 
affected.



4.5  Proxmox VE: HA Rules And Resources

18

Create a node-affinity rule
Datacenter → HA → Affinity Rules → Add: Node Affinity. 
Select nodes pve1 and pve2. Production VMs attached 
to this rule run and failover only between these two 
nodes.
Add VMs as HA resources
Datacenter → HA → Resources → Add: select the VM, 
request state "started", and attach the affinity rule.
Do NOT add to HA:
• Open-E JovianDSS VMs (node-a, node-b) - bound 

to their node by PCI passthrough
• PBS VM on pve3

CLI equivalent:

pvesh create /cluster/ha/resources --sid vm:101
pvesh set /cluster/ha/rules/<rule> \
  --type node-affinity --resources vm:101,vm:102



4.6  Proxmox VE: Fencing And HA Shutdown Policy
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Fencing (watchdog)
Fencing guarantees that an unresponsive node reboots before its VMs are restarted elsewhere, preventing split-brain 
writes to shared storage. A hardware IPMI watchdog is preferred over the kernel softdog. On each node edit 
/etc/default/pve-ha-manager:

WATCHDOG_MODULE=ipmi_watchdog   # uncommented = hardware watchdog
# commented out = Proxmox falls back to the software watchdog (softdog)

Reboot the node (or restart watchdog-mux) and verify the module: lsmod | grep ipmi_watchdog.

HA shutdown policy
Datacenter → Options → HA Settings: set Shutdown Policy to "Migrate". A clean shutdown or reboot of a node then 
live-migrates its HA VMs to the partner node instead of stopping them.
Note: fencing relies on a healthy, quorate cluster. Consult the Proxmox HA documentation for the complete list of 
fencing options and safety considerations.
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Chapter 5

Creating the Open-E JovianDSS VMs

Create VM wizard (General, OS, System, Disks, CPU, Memory, Network)

additional network devices  ·  PCI passthrough  ·  Open-E JovianDSS installation



5.1  Open-E JovianDSS VM: Create The VM - General
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Upload the Open-E JovianDSS ISO to local 
storage on pve1, select pve1 and click Create 
VM.
On the General tab:
• Name: joviandss-node-a
• Tick Advanced at the bottom of the 

wizard
• Enable Start at boot
• Start/Shutdown order: 1
• Startup delay: 300 s - storage must 

export iSCSI before production VMs boot
• Shutdown timeout: 180 s
Result: the Open-E JovianDSS VM powers 
up first and has 5 minutes to bring pools 
and targets online before dependent VMs 
start.

These values can be changed later in VM → 
Options.



5.2  Open-E JovianDSS VM: OS and System
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OS tab:
Select the uploaded Open-E JovianDSS ISO image
Guest OS: Linux, Version: 7.x - 2.6 Kernel (default)
System tab:
Tick Qemu Agent
Keep the remaining defaults (SeaBIOS, i440fx, VirtIO 
SCSI single)



5.3  Open-E JovianDSS VM: Disks
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The system disk of the Open-E JovianDSS 
VM holds only the Open-E JovianDSS OS - 
data disks come later via PCI passthrough.
Disks tab:
• Storage: local-lvm - required so the 

Open-E JovianDSS VM boots together 
with Proxmox VE, independent of any 
shared storage

• Disk size: 32 GB is sufficient
• Keep the default Bus/Device (SCSI) and 

cache settings

local-lvm is the thin-provisioned LVM 
storage created by the Proxmox installer on 
the boot medium; it is always available at 
boot.



5.4  Open-E JovianDSS VM: CPU and Memory
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CPU tab:
• Cores: at least 4 for production
• Type: x86-64-v2-AES (default) or host
Memory tab:
• 64 GB (65536 MiB) recommended for production 

storage nodes - ZFS uses RAM for the ARC read 
cache; more RAM directly improves storage 
performance

• Keep ballooning disabled for the Open-E 
JovianDSS VM (fixed memory)



5.5  Open-E JovianDSS VM: Network and Confirm
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Network tab:
• First network device: Bridge vmbr0, Model VirtIO 

(paravirtualized)
The wizard allows only one network device - the 
remaining four NICs and the PCI passthrough 
devices are added after the VM is created (next slide).
Confirm tab:
• Review the settings - check the startup order 

values (order=1, up=300, down=180)
• Do NOT tick "Start after created"
• Click Finish



5.6  Open-E JovianDSS VM: Add Network Devices And PCI Passthrough
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Add the remaining network devices
Hardware → Add → Network Device, Model 
VirtIO, one per bridge:
• net1 → vmbr1 (second 

management-bond leg)
• net2 → vmbr2 (REST API control)
• net3 → vmbr3 (iSCSI data path A)
• net4 → vmbr4 (iSCSI data path B)
Add PCI passthrough devices
• Hardware → Add → PCI Device (Raw 

Device):
• the HBA / NVMe / RAID controller with 

the data disks
• the NIC used for the mirror path (direct 

link to the partner node)

IOMMU (VT-d/AMD-Vi) must be enabled in 
BIOS and kernel; passthrough devices must 
be in separate IOMMU groups.



5.7  Open-E JovianDSS VM: Hardware Summary And Installation
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The completed VM shows five VirtIO NICs 
(net0–net4 on vmbr0–vmbr4) and the PCI 
passthrough devices (storage controllers + 
mirror NIC).
Start the VM and install Open-E 
JovianDSS from the ISO.
Repeat this chapter for the second 
Open-E JovianDSS VM on pve2:
• Name: joviandss-node-b
• Identical network devices (net0–net4 on 

vmbr0–vmbr4)
• Its own passthrough controllers and 

mirror NIC

The screenshots show the hardware 
configuration of both Open-E JovianDSS 
VMs on the reference cluster (64 GB RAM, 
net0–net4, PCI devices).
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Chapter 6

Open-E JovianDSS Configuration

Management bond and mirror interface  ·  HA cluster and ping nodes

REST API access  ·  pools and Virtual IPs  ·  network verification



6.1 Open-E JovianDSS: Management Bond And Mirror Interface
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Management bond (bond0)
In each Open-E JovianDSS VM (System Settings → Network → Create Bond Interface) bond eth0 + eth1 as bond0, mode 
active-backup, and assign the management IP (node-a: 10.15.0.142/24, node-b: 10.15.0.152/24). The two legs ride vmbr0 
and vmbr1, which uplink to different switches - management and the storage cluster ring survive a switch failure.
Data and control interfaces
eth2 (REST control), eth3 (iSCSI path A), eth4 (iSCSI path B) get their base IPs per the addressing plan (10.15.1/2/3.x). The 
pool VIPs are NOT configured here - they are assigned to pools in chapter 6.4/6.5.
Mirror interface
The passthrough NIC (eth5) gets the mirror IP (node-a: 10.15.4.142/24, node-b: 10.15.4.152/24) and connects directly to 
the partner node - a point-to-point cable, no switch involved. This path carries synchronous mirror traffic; use 10 GbE 
or faster.
HA cluster
Form the Open-E JovianDSS HA cluster between node-a and node-b (System Settings → Failover) with the cluster ring 
on bond0, following the official Open-E JovianDSS HA cluster setup guide. Then configure ping nodes (next slide) 
before enabling failover.



6.2  Open-E JovianDSS: Ping Nodes
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Why ping nodes matter in a hyperconverged setup
Ping nodes let the Open-E JovianDSS HA cluster distinguish "my network is down" from "the partner is down", 
preventing split-brain. A Open-E JovianDSS VM must never use its own Proxmox host as a ping node: the virtual 
switch between them always responds, so real network failures would stay invisible.

Recommended ping nodes for this topology
• pve3 management IP (10.15.0.161) - a host that never runs a Open-E JovianDSS VM
• the network gateway or a switch management IP - a device external to the cluster
Configure both ping nodes in the Open-E JovianDSS failover settings.

If the cluster nodes are located in two buildings, keep all ping nodes in one building to avoid split-brain when the 
inter-building link fails.



6.3  Open-E JovianDSS: Enable The REST API
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The plugin manages Open-E JovianDSS 
through the REST API - enable it on BOTH 
storage nodes.
System Settings → Administration → REST 
API access:
• Enable REST API access
• Port: 82 (default; SSL/TLS only)
• Set a username and a strong password
• Click Apply

The same credentials must be configured 
on both nodes - after a pool failover the 
plugin authenticates against the partner 
node.



6.4  Open-E JovianDSS: Pools And Virtual IPs - Pool-0
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Create Pool-0 (imported on node-a) 
following the official Open-E JovianDSS 
documentation, then assign its Virtual IPs 
(pool → Virtual IPs tab → Add virtual IP):
• rest1: 10.15.20.142 on eth2 - REST API 

control
• data1: 10.15.21.142 on eth3 - iSCSI path A
• data2: 10.15.22.142 on eth4 - iSCSI path B
For each VIP set the matching remote 
interface on the partner node - the VIP 
moves there on pool failover.

The plugin creates zvols and iSCSI targets 
automatically - do not create targets 
manually in the Open-E JovianDSS GUI.



6.5  Open-E JovianDSS: Pools and Virtual IPs - Pool-1
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Create Pool-1 (imported on node-b) and 
assign its Virtual IPs:
• rest2: 10.15.30.152 on eth2 - REST API 

control
• data3: 10.15.31.152 on eth3 - iSCSI path A
• data4: 10.15.32.152 on eth4 - iSCSI path B
With both pools active on different nodes, 
you get active-active load balancing; after a 
storage node failure the surviving node 
serves both pools.

Screenshot note: taken on node-a while 
Pool-1 was failed over there (the remote 
interfaces point at node-b). In normal 
operation Pool-1 is served by node-b; the VIP 
definitions are identical.



6.6  Verify: Network Connectivity
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From EVERY Proxmox node, ping every VIP of both pools (control + data). Real output from the reference cluster:

root@pve1:~# for ip in 10.15.20.142 10.15.21.142 \
    10.15.22.142 10.15.30.152 \
    10.15.31.152 10.15.32.152; do
  ping -c2 -W1 $ip >/dev/null \
    && echo "$ip OK" || echo "$ip FAIL"
done
10.15.20.142 OK
10.15.21.142 OK
10.15.22.142 OK
10.15.30.152 OK
10.15.31.152 OK
10.15.32.152 OK

All addresses must answer from all nodes.
If any VIP fails: check the alias configuration (chapter 4.3), 
the VIP assignment (6.4/6.5) and the switch cabling.

Do not continue until every check passes.
See also: 
github.com/open-e/JovianDSS-Proxmox/wiki/Networking
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Plugin Installation and Storage Registration

Installing the plugin on all nodes  ·  multipath configuration

registering the storage (pvesm add)  ·  verification



7.1  Plugin: Installation On All Nodes
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Install the plugin on all cluster nodes (run once, on any node):

curl -fsSL https://raw.githubusercontent.com/open-e/JovianDSS-Proxmox/main/install.pl | \
    perl - --all-nodes

Then restart the Proxmox services on EACH node so the plugin is detected:

systemctl restart pvedaemon pve-ha-lrm pve-ha-crm

Multipath is handled by the package
Installing the plugin pulls in its dependencies — multipath-tools and sg3-utils — and ships the recommended multipath 
configuration for Open-E JovianDSS SCST devices at /etc/multipath/conf.d/open-e-joviandss.conf (plus a udev rule). No separate 
multipath installation is required. On every node, verify that multipathd is active (systemctl is-active multipathd) and that the 
configuration file is present and identical. Multipath for individual plugin volumes is enabled by the storage registration in the 
next step.

Details: github.com/open-e/JovianDSS-Proxmox/wiki - Quick Start and Multipathing pages



7.2  Plugin: Register The Storage (pvesm Add)
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pvesm add joviandss jdss-Pool-0 \
    --pool_name Pool-0 \
    --user_name admin \
    --user_password <rest_api_password> \
    --content images,rootdir \
    --ssl_cert_verify 0 \
    --control_addresses 10.15.20.142 \
    --data_addresses 10.15.21.142,10.15.22.142 \
    --path /mnt/pve/jdss-Pool-0 \
    --create-base-path 1 \
    --shared 1 \
    --multipath 1 \
    --luns_per_target 8 \
    --log_file /var/log/joviandss/jdss-Pool-0.log \
    --target_prefix iqn.2026-06.proxmox.pool-0

Run once on any node (storage.cfg is cluster-wide). Repeat for Pool-1 
with its VIPs: control 10.15.30.152, data 10.15.31.152,10.15.32.152.
Key parameters:
• control_addresses - the pool control VIP (rest1/rest2); MUST be a 

pool VIP so it follows failover. Multiple VIPs may be listed.
• data_addresses - the two data VIPs; two independent paths = 

two iSCSI sessions joined by multipath.
• multipath 1 - newly attached volumes become multipath 

devices.
• shared 1 - enables live migration.
• luns_per_target - disks per VM target (8 recommended).
• path - mount point required by Proxmox; not used for data.
pvesm stores the REST password under /etc/pve/priv/ - it never 
appears in storage.cfg.

Optional: CHAP authentication (--chap_enabled 1 --chap_user_name 
<user>) and cluster_prefix (unique volume names when several PVE 
clusters share one pool) - see the plugin wiki.
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Check /etc/pve/storage.cfg - the generated entry should 
match the example (reference cluster, CHAP enabled). Then 
confirm both storages are online:

root@pve1:~# pvesm status | grep jdss
jdss-Pool-0  joviandss  active  3892314112 ...
jdss-Pool-1  joviandss  active  3892314112 ...

If a storage shows inactive: check REST API reachability 
(chapter 6.6), credentials, and /var/log/joviandss/*.log.

The storage appears in the GUI tree on every node. The GUI 
Edit dialog is not functional for the Open-E JovianDSS type - 
use pvesm set or edit storage.cfg.

joviandss: jdss-Pool-0
    data_addresses 10.15.21.142,10.15.22.142
    control_addresses 10.15.20.142
    pool_name Pool-0
    user_name admin
    chap_enabled 1
    chap_user_name pk
    content rootdir,images
    create-base-path 1
    luns_per_target 8
    multipath 1
    path /mnt/pve/jdss-Pool-0
    shared 1
    ssl_cert_verify 0
    log_file /var/log/joviandss/jdss-Pool-0.log
    target_prefix iqn.2026-06.proxmox.pool-0
 
# user_password is not stored here
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Chapter 8

VM Deployment

Recommended settings for MS Windows and Linux VMs

multipath and iSCSI session verification



8.1  Deploy VMs: Microsoft Windows
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Recommended settings for MS Windows VMs 
on Open-E JovianDSS iSCSI storage (as shown 
for the reference VM):
• BIOS: OVMF (UEFI) + EFI disk (pre-enrolled 

keys)
• Machine: pc-q35 (latest)
• TPM 2.0 state disk (required for Windows 11)
• SCSI Controller: VirtIO SCSI single
• Disk: SCSI, aio=native, cache=directsync, 

iothread=1
• Network: VirtIO (paravirtualized) - requires 

the VirtIO drivers ISO during installation
• Qemu Agent: tick on the System tab; install 

the QEMU guest agent in the guest from the 
virtio-win ISO (recommended)

Mount both the Windows ISO and the virtio-win 
ISO; load the VirtIO SCSI driver when the 
installer does not see the disk.
Where the Windows edition allows it, installing 
without EFI/TPM disks simplifies restores (one 
disk instead of three).



8.2  Deploy VMs: Linux
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Recommended settings for Linux VMs:
• BIOS: Default (SeaBIOS), Machine: i440fx
• SCSI Controller: VirtIO SCSI single
• Disk: SCSI, aio=native, cache=directsync, 

iothread=1
• Network: VirtIO (paravirtualized)
• Qemu Agent enabled (install 

qemu-guest-agent in the guest)

Important: keep the recommended 
cache/aio settings. Other combinations 
may cause system freezes or data 
inconsistencies under failover conditions.
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Start a VM on Open-E JovianDSS storage, then verify on its 
node (real output, reference cluster):

root@pve1:~# iscsiadm -m session | grep vm-130
tcp: [229] 10.15.21.142:3260,1
  iqn.2026-06.proxmox.pool-0:vm-130-0
tcp: [230] 10.15.22.142:3260,1
  iqn.2026-06.proxmox.pool-0:vm-130-0
 
root@pve1:~# multipath -ll
23333313665373961 dm-16 SCST_BIO,Storage
size=32G features='1 queue_if_no_path' ...
`-+- policy='round-robin 0' prio=1 status=active
  |- 32:0:0:0 sds 65:32 active ready running
  `- 33:0:0:0 sdt 65:48 active ready running

Expected state
• sessions per running VM = number of data_addresses (2), 

one via each data VIP
• every VM disk shows two active paths in multipath -ll, no 

"failed"/"faulty"
• stopped VMs have no sessions - correct (targets are 

activated on VM start)
Path failure test
Unplug one iSCSI data cable (or disable the switch port): the 
VM keeps running, multipath -ll shows one path failed. 
Reconnect: the path returns to active. Repeat for the second 
path.

Multipath and data_addresses changes apply to a VM only 
after a full stop and start (not a reboot).
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Chapter 9

Backup with Proxmox Backup Server

PBS deployment on pve3  ·  backup datastore  ·  connecting PBS to the cluster

backup job  ·  verification



9.1  PBS: Download and Deploy
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Download the latest Proxmox Backup 
Server ISO from 
proxmox.com/en/downloads and install it as 
a VM on pve3 (or on dedicated hardware).
Reference PBS VM on pve3:
• 4 vCPU, 8 GB RAM
• system disk on local storage of pve3
• a dedicated data disk for the backup 

datastore
• network: vmbr0 (management subnet), 

IP 10.15.0.162
• Start at boot enabled

Keeping PBS on pve3 separates backups 
from both production nodes - backups 
survive the loss of either (or both) 
production servers.



9.2  PBS: The Backup Datastore
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Provision storage for the backup datastore 
in the PBS web UI (https://10.15.0.162:8007):
• ZFS: Storage → ZFS → Create ZFS (zpool 

from raw disks, tick "Add as Datastore"), 
or

• Directory: Storage → Directory → Create 
(on an existing formatted disk; the 
reference cluster uses an ext4-backed 
datastore named lexar-ext4)

Recommended datastore jobs:
• Prune: e.g. keep-daily=7, keep-weekly=4, 

keep-monthly=6
• Garbage Collection: weekly
• Verify: weekly - detects silent corruption 

of backup chunks
The screenshot shows the datastore 
summary with usage history and I/O 
statistics.
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In the Proxmox VE cluster: Datacenter → 
Storage → Add → Proxmox Backup Server:
• ID: pbs
• Server: 10.15.0.162
• Username: root@pam (or a dedicated 

backup user)
• Datastore: exactly as created on PBS 

(here: lexar-ext4)
• Fingerprint: copy from the PBS 

Dashboard → Show Fingerprint (bottom 
screenshot)

The top screenshot shows the storage entry 
of the reference cluster (Edit view - identical 
fields).



9.4  Verify: PBS Storage In The Cluster
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Confirm the pbs storage is listed and 
active:
• it appears in the storage tree of every 

node
• Summary shows Active: Yes and the 

datastore usage

root@pve1:~# pvesm status | grep pbs
pbs  pbs  active  491134172 ...



9.5  PBS: create the backup job
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Datacenter → Backup → Add:
• Storage: pbs
• Schedule: daily, outside business hours 

(e.g. 01:00)
• Selection: All (or selected production 

VMs)
• Mode: Snapshot - VMs keep running 

during backup
• Enable the job

Exclude from backup: the Open-E 
JovianDSS VMs (node-a, node-b) and the 
PBS VM itself - they are infrastructure, not 
workload; the Open-E JovianDSS VMs 
cannot be meaningfully restored from a 
file backup (their data lives on 
passthrough disks).



9.6  Verify: Backups Are Created
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Run the job once manually (Datacenter → 
Backup → Run now) and check:
• In Proxmox VE: pbs storage → Backups - 

every configured VM has a fresh entry 
(top)

• In PBS: Datastore → Content - backup 
groups vm/<id> with snapshots (bottom)

• Task log ends with TASK OK for every VM
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Chapter 10

Restore Scenarios

Scenario 1: whole VM from PBS  ·  Scenario 2: single files via snapshot clone



10.1  Restore Scenario 1: Whole VM from PBS
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Open the pbs storage → Backups, select the 
VM backup and click Restore:
• Target storage: jdss-Pool-0 (or Pool-1)
• VM ID: a new, unused ID (avoids 

conflicts)
• tick Unique (regenerates MAC addresses 

and identifiers)
• optionally adjust name/CPU/RAM 

overrides
The plugin provisions fresh zvols and a new 
iSCSI target for the restored VM 
automatically.

CLI equivalent:

qmrestore pbs:backup/vm/250/<ts> 251 \
    --storage jdss-Pool-0 --unique 1
qm start 251



10.2  Restore Scenario 2: Single Files Via Snapshot Clone
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To recover individual files without rolling back the whole VM:
1. Clone the VM from the snapshot that contains the files (see 11.3): qm clone <src> <tmpid> --snapname <snap>
2. Disconnect the network of the clone before starting it (or change its IP) to avoid an address conflict with the 

production VM: qm set <tmpid> --net0 virtio,bridge=vmbr0,link_down=1
3. Start the clone and copy the needed files out (via console, or re-enable network after changing the IP).
4. Stop and destroy the clone when done: qm stop <tmpid> && qm destroy <tmpid> --purge

Alternative: PBS file-level restore
For many guest filesystems PBS supports browsing a backup and downloading individual files: pbs storage → Backups 
→ select backup → File Restore. This does not require any clone on the production storage.
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Chapter 11

Pre-Production Validation

Before go-live, verify on a TEST VM that the storage features behave as expected:

snapshots and rollback  ·  rollback of HA-managed VMs  ·  clones  ·  HA failover tests



11.1  Validate Snapshots: Create And Roll Back
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Take a snapshot of a test VM and roll it back - 
this validates the plugin snapshot path end to 
end.
Create a snapshot
VM → Snapshots → Take Snapshot. The plugin 
creates a ZFS snapshot of every VM disk on 
Open-E JovianDSS - instant, space-efficient. 
Optionally include RAM state (a running VM 
resumes exactly where it was).
Roll back
VM → Snapshots → select snapshot → Rollback. 
The VM is stopped, every disk returns to the 
snapshot state.
Rollback removes all snapshots newer than 
the rollback point (ZFS semantics) - Proxmox 
warns in the confirmation dialog.
CLI equivalents:

qm snapshot 250 s1 --vmstate 1
qm rollback 250 s1
qm delsnapshot 250 s1



11.2  Snapshots and Proxmox HA - Rollback Procedure
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Rollback of an HA-managed VM is intentionally blocked
For VMs under Proxmox HA control the plugin refuses rollback with: "Rollback blocked: vm:<id> is controlled by High 
Availability". Reason: during rollback the VM must stay stopped; the HA manager would otherwise restart it 
mid-operation and corrupt the rollback.

Documented procedureha-manager set vm:101 --state ignored   # HA stops managing the VM
qm stop 101
qm rollback 101 s1
qm start 101
ha-manager set vm:101 --state started   # HA management restored

The ignored state is the official Proxmox mechanism for temporary manual control of an HA resource - this is a 
procedure, not a workaround.

Reference: github.com/open-e/JovianDSS-Proxmox/wiki - "Snapshot Rollback and High Availability"



11.3  Clones from Snapshots
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Any snapshot can be the source of a new VM: right-click the VM → Clone, select the snapshot, target storage and a 
new VM ID. The plugin creates clones of the snapshot on Open-E JovianDSS - the new VM starts as an independent 
machine.

qm clone 101 401 --snapname s1 --name web-clone-01
qm start 401

Recommendations
• Prefer cloning from the LATEST snapshot of the source VM.
• A freshly cloned VM has its own iSCSI target; it is activated when the clone starts - an inactive target for a stopped 

clone is normal.
• For MS Windows VMs with TPM: shut down (or reboot) the source VM before cloning from a snapshot taken while 

running - see Known Issues (12.2).
• Converting a VM to a template and creating linked clones is supported as well.



11.4  Validate HA Failover (Maintenance Window)
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Perform these tests before production go-live, in a maintenance window, with backups completed:
1. Live migration: qm migrate <vmid> pve2 --online - VM stays reachable; migrate back.
2. Clean node shutdown: shut down pve2 from the GUI. Shutdown policy "Migrate" live-migrates its HA VMs to pve1; 

the Pool-1 storage VIPs fail over to node-a (VM disks stay online, multipath paths recover). Boot pve2, verify VMs 
migrate back per the affinity rule and move the pool back to node-b.

3. Storage path failure: pull one iSCSI data cable - VMs keep running on the second path (chapter 8.3).
4. Hard node failure (optional, most invasive): power off pve1 via IPMI. HA restarts its VMs on pve2 within minutes; 

Pool-0 fails over to node-b. Power the node back on and rebalance.

After each test verify: pvecm status (quorum), ha-manager status, multipath -ll (no failed paths), pvesm status 
(all storages active), and that both Open-E JovianDSS pools show their expected active node.
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Chapter 12

Final Checklist and Known Issues



12.1  Final Checklist
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Cluster and network
□  3-node cluster quorate, two corosync rings
□  All bridges and aliases on all nodes (ch. 4.3)
□  Migration network configured and tested
□  HA rule + resources, fencing, shutdown policy Migrate
Storage
□  node-a and node-b installed; HA cluster formed; bond0 + 
mirror link up
□  Ping nodes: pve3 + gateway (never pve1/pve2)
□  REST API enabled on both nodes, same credentials
□  Each pool: 1 control VIP + 2 data VIPs
□  All VIPs reachable from all nodes

Plugin and VMs
□  Plugin installed on all nodes, services restarted
□  jdss-Pool-0 and jdss-Pool-1 active in pvesm status
□  Test VM deployed; 2 iSCSI sessions, 2 active paths
□  Snapshot + rollback tested on a test VM
Backup and DR
□  PBS datastore with prune/GC/verify jobs
□  Scheduled backup job; Open-E JovianDSS VMs excluded
□  Test restore of one VM completed successfully
Resilience
□  Path failure test passed (both paths)
□  Node shutdown test passed (HA + pool failover)



12.2  Known Issues And Expected Behaviors
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1. Alias IPs show status "Unknown" in the Proxmox GUI
Expected behavior - aliases configured in /etc/network/interfaces are not fully represented in the GUI. No impact on function.

2. Open-E JovianDSS storage cannot be edited via the GUI dialog
The plugin uses a custom storage type; the Edit dialog is not functional for it. Use pvesm set <storage> --<option> <value> or 
edit /etc/pve/storage.cfg.

3. Multipath and data_addresses changes require a full VM stop/start
VMs keep the device layout they were started with. After changing multipath or data_addresses, perform a full stop and start 
(not reboot) of each affected VM.

4. Rollback removes newer snapshots
ZFS rollback semantics: rolling back to snapshot s1 destroys snapshots taken after s1. Plan rollback points accordingly.

5. Rollback of HA-managed VMs is blocked
Use the documented procedure with ha-manager --state ignored (chapter 11.2).

6. Online snapshots of MS Windows VMs with TPM may not be cloneable
A snapshot taken while a TPM-equipped Windows VM is running can capture TPM runtime state that prevents a clone from 
starting its software TPM (the clone fails to boot). Shut down or reboot the source VM before taking snapshots intended for 
cloning; an affected clone can be recovered by resetting its TPM state (remove and re-add the TPM state disk).

7. Cloning from a snapshot may leave temporary clone volumes on the source VM's target
After a VM is cloned from a snapshot, the plugin's staging volumes can remain published as extra LUNs on the source VM's 
iSCSI target (and, once they exceed luns_per_target, spill into a second target). Running VMs and data are unaffected; 
migrating the VM to the other node and back republishes the target and clears them.
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